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Summary

This report examines two algorithms to solve the Travelling Salesman Problem (TSP); Best-First Search and Simulated
Annealing. This report will refer to the nodes in the TSP as cities and the list of cities in a path as tours. A complete tour
is a tour containing every city.

Algorithm A: Best-First Search

Overview & Implementation Details

The Best-First Search (BFS) algorithm always chooses the immediately best local city, advancing to the next city until a
complete tour has been created. As cities can only be visited once, they are marked as ‘inaccessible’ for future
considerations once they are included in a tour. The start city has a significant impact upon the quality of the tour and so
this process is repeated, starting at each city in the graph until a complete tour has been created for every start city. The
best of these tours is saved as a tour file on the file system.

The data structures used are a 2D array to store a distance matrix (populated by the data in the input files) and two arrays
to store the current tour and the best tour at any point in the program execution. These were chosen due to quick
read/write speeds as they will be accessed frequently.

The length of a path from a city to itself in the distance matrix is 0 and the algorithm must never advance from a city to
itself to prevent an infinite loop. However, in some of the input files provided (such as city file 180), some adjacent cities
have a legitimate path of length 0 between them which must be traversable by the algorithm. If the algorithm encounters
such a path, it first checks whether it is a reference to the current node and if so, ignores it.

The BFS algorithm produces an acceptable solution in a very short time rather than an optimal solution. This is often
more practical than finding the optimal solution as a good but non-optimal solution will generally suffice and is calculable
within a tiny fraction of the time necessary to guarantee an optimal one. Algorithm A has a time complexity of @(n?).

Analysis & Tweaking: 3 configurations

: Originally Algorithm A produced only one tour, starting at the first city. This produced acceptable results for all
input files but missed n-1 potentially better tours if there were n cities. It was extremely quick, executing in 0.65 seconds
for the 535 city file but produced far from optimal tours.

. It was then improved by producing one tour for each city and outputting the best tour after all n tours had been
created. This was slower, executing in 9.03 seconds for the 535 city file but produced results between 0.2% and 16.8%
better than

BFS #3: Initially the algorithm ignored all paths of length 0 as it had assumed that these would be to the same city. This

was not always the case, most notably in the 180 city file and after allowing for traversal along 0-length paths to different

cities it produced results between 0.2% and 682.3% better. BFS #3 performed consistently the same or better than
and

In an attempt to avoid the time increase necessary to produce n tours | experimented with a different approach which
made sub-tours out of the 3 cities connected by the shortest 2 paths, repeating this until all cities had been accounted
for, at which point all sub-tours were joined to form a complete tour. Although this was faster than BFS #1 and BFS #2
it produced inferior results and was therefore abandoned.

If two or more potential next cities had the same path cost the algorithm would always choose the first discovered choice.
When modified to take the last discovered choice the algorithm performed better on some city files and worse on others.
If | were to improve the algorithm further | would implement a feature to construct a tour for each choice and retain the
best rather than discarding the other potentially better tours.

Data structures: Tours were originally represented by a singly linked list and later a doubly linked list which both proved
inefficient to read and write from due to the overhead of object creation in Java. Arrays of the Java primitive time int were
much faster and were therefore used instead.
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Results: Tour lengths and times for each city file

CityFile | BES#1 Time BFS#2 Time .
12 56 0.15 56 0.23 7000 Algorithm A
17 1753 014 1628 0.24 60000 1~ Best First
21 3555 0.15 3092 0.23 50000 + Tour Lengths
26 1899 014 1795 0.28 40000 + BFS #1
42 1699 0.15 1684  0.28 30000 BFS #2
48 15357 0.14 15172 0.19 ®BES #3
58 | 30774 0.14 28429 0.19 20000
175 | 22263 0.2 22000 0.44 10000
180 | 69550 0.25 59550 0.55 0 N g——
3> | 0144 065 50036 903 12 17 21 26 42 48 58 175 180 535
Time is in seconds

. ran very quickly, even for large inputs but got stuck in a local minimum for file 180.

. produced better results than except on city file 12, which is probably already at the optimal
tour length as the city file is arranged so that paths between consecutive city numbers are shortest. This would
produce an optimal length for BFS. Results were improved between 0.2% and 16.8% (on average 5.7%).

e BFS #3 produced equivalent or optimal results to . Results were improved between 0.2% and
682.3% (on average 72.8%).

Algorithm B: Simulated Annealing

Overview & Implementation Details

The Simulated Annealing (SA) algorithm compares a tour with a randomly chosen neighbouring tour (i.e. a tour with one
city difference) and decides whether or not to advance to it based on a probability function. To prevent the algorithm
becoming stuck in a local minimum it can advance to that neighbour even if it is a longer tour. If the algorithm advances to
that tour, a neighbour of that tour is then considered. If not, another neighbour of the current tour is. This processes
repeats. The probability function becomes less likely to accept worse tours as the temperature reduces. The temperature
is an initially high value that reduces over time to 0, when the algorithm halts. For very low temperatures the algorithm
effectively reduces to the best-first algorithm. The best discovered tour, regardless of whether the algorithm advanced to
it or not, is remembered and saved as a tour file on the file system.

The probability function calculates the likelihood of advancing to the neighbouring tour depending on its quality (smaller
tours are better in quality) as well as the current temperature. For higher temperatures it will be more inclined to take a
tour of lesser quality although the quality of the neighbouring tour has a higher influence on the result than the
temperature. After this probability has been calculated, if it is sufficiently high there is still only a 50/50 chance of
advancing to the neighbouring tour in order to prevent the algorithm becoming stuck in a local minimum. Algorithm B has
a time complexity of O(c - n) where c is the initial temperature.

Analysis & Tweaking: 3 configurations

: Originally the probability function put an equal emphasis on the quality of the neighbouring tour and the current
temperature. This produced mediocre results, especially compared to Algorithm A. It never outperformed Algorithm A and
produced results between 0% and 1338.5% worse than it (on average 173.5% worse).

SA #2: To improve the results of Algorithm B, more emphasis was put on the neighbouring tour quality (2/3rds) than on the

temperature (1/3”’), causing the algorithm to be less risk-taking. This improved the results slightly but still did not
outperform Algorithm A, producing results between 0% and 1336.8% worse than it (on average 173.2% worse).

SA #2

Tour quality | + | Temperature Tour quality + | Temperature

I8 1 i 8 1 I 8751 ¢ I 8251 8
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SA #3: Originally the start tour for Algorithm B was constructed from the cities in order, for example;

cityy -> city, -> € ->city,1 -> city,
A neighbouring tour from there would be chosen and the algorithm would commence. To improve this, Algorithm B was
modified to create a start tour using Algorithm A’s result. This improves the results as Algorithm A is unable to achieve a
better result whereas Algorithm B can potentially improve any tour it is started on up to the globally optimal tour. This
optimisation produced no improvement on Algorithm A’s results for most city files but did produce a 1.6% better tour for
the 26 city file and a 4.8% better tour for the 42 city file.

The initial temperature has a significant impact on the quality of the tours that Algorithm B produces. Generally, the
larger it is, the better the results although the percentage improvement plateaus for very large values , SA #2 and
SA #3 were each tested on initial temperatures of 100,000; 10,000,000 and 100,000,000. The tours produced with an
initial temperature of 100,000 were produced very quickly but were generally not good. However they were occasionally
better than the higher initial temperatures due to the semi-random nature of the algorithm. An initial temperature of
10,000,000 generally produced quite good results (17.1% better than 100,000 on average) in a reasonable time. An initial
temperature of 100,000,000 produced better results than for 10,000,000 but only by 2.1% on average and took a very
long time to finish executing.

50% +——— % Improvement per city file — 25000 -— Time taken per city file (sec)

20000
100,000,000 15000

10000 4
. /\ 000 /] /
107 ﬁ@.\@_\ > 0 -__,—|—|-=|—,~g—{,/, . ,

-10% —to—17 2126 42 48 58 175180535 12 17 21 26 42 48 58 175180535

10,000,000

e 10,000,000 100,000,000

30% -

Resulis: Tour lengths and times for each city file

In order to gain a deep understanding of Algorithm B8 O DA O &l O Adxthebnely thokdtigh arhlysis of its results with a
dataset of 270 tour files taking a total of 189.9 CPU hours to compute on a 3.6GHZ processor (the jobs were run in parallel on the
6 Vega servers at Durham University). For each city file and for each of , SA#2 and SA #3, I ran the algorithm 3 times with initial
temperatures of 100,000; 10,000,000 and 100,000,000 and 3 times for each of those initial temperatures in order to capture the best of
3 results. This makes for a much better analysis than simply running each initial temperature once due to the semi-random nature of
the algorithm.

This was too much data to tabulate in this report so | have tabulated the best of the 3 results for the best of each initial
temperature (i.e. the best of 9) per city file. To see the results in full please see kxrs26rest/results.xlsx

City File | SA#1 Time

Algorithm B:
120000 +—
12 56 7 Simulated Annealing
17 1667 25 100000 +— Tour Lengths
21 3342 68 80000 — SA #1 WMSA #2 MSA #3
26 1815 274
60000
42 1972 1183
48 29267 436 40000
58 73915 976 20000
175 26643 5223 0 -

180 | 127880 26978
535 87470 14

12 17 21 26 42 48 58 175 180 535

Time is in seconds

. ran on an average speed and produced acceptable results for smaller city files but performed badly on
larger city files, particularly on city files 58, 180 and 535. Due to the semi-random nature of the algorithm there
was a ‘lucky’ result for the 535 city file which produced a comparatively good tour in 14 seconds.
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e SA#2ran more quickly on average than and produced slightly better tours for the smaller city files and
slightly worse tours for the larger ones. There was a ‘lucky’ result for the 175 city file which found its best tour in 1
second (and no improvements for the remainder of the execution). There is very little difference between the
performance of and SA #2.

e SA #3 produced excellent results in excellent time due to the vastly improved start tours. This configuration
produced the overall best tours for the entire experiment. Most of the results provided by the best-first algorithm
were not improved but two were. With further optimisation and longer running times these results could be
improved further. If | had time | would modify the probability function of SA #3 to act less randomly for higher
temperatures which should lead to better results in less time. The extremely low running times for SA #3 is due to
the best tour being found very early in the execution because the algorithm was at its most random then. The
algorithms ran for longer but did not find better results before halting.

Comparative Analysis of Algorithm A and Algorithm B

When to use which algorithm

Although Algorithm B can produce better results than Algorithm A in a reasonable time it rarely does so unless fed in
values produced by Algorithm A. Each algorithm will be better suited to particular problems, business cases and
constraints. For example, if it is essential that a reasonable tour be found as soon as possible (i.e. time is more precious
than the quality of the result, e.g. in a real-time system such as a car’s satellite navigation system) then Algorithm A would
be the better choice. If however time and computational power are in abundance it would be beneficial to use Algorithm B
with start tours provided by Algorithm A.

Overall results

Algorithm B fed with start tours from Algorithm A produced the best results in my tests. However, Algorithm B could
produce better results than my current best if left for more time and if provided with enough computational power (even
using SA #2) as it is somewhat random and therefore the quality of its results is also somewhat random. The faster the
computer running it and the more time elapsed, the more likely the current best results will be improved upon. With more
optimisation of the probability function and some extra optimisation on Algorithm A, a combination of the two could at
least theoretically produce much better results in a shorter time.

City File | Algorithm A Time Algorl_thm 2 Time Algorithm B Time
unoptimised

12 56 0.14 56 5 56 1

17 1628 0.15 1638 106 1628 1

21 3092 0.14 3516 1316 3092 1

26 1795 0.14 1825 49 1766 1

42 1659 0.19 1951 1570 1579 1

48 15172 0.19 29020 118 15172 1

58 27384 0.19 74813 777 27384 1

175 22000 0.45 26450 1 22000 1

180 8890 0.4 127910 2583 8890 1

535 50036 8.37 87667 14826 50036 2

Best results
120000 - Comparison between fime 1c|k¢?sn e;():t)ar city file
100000 - Algorithm A and 15000
Algorithm B 10000
80000 —+  =Agorithm A EEa—— ]
60000 -+ =Agorithms 5000
40000 Algorithm B unoptimised O
20000 -~ o«
0 - TYNSY8Rgy
oo T Algorithm A - = 3
12 17 21 26 42 48 58 175180535 Algorithm B unoptimised
u Algorithm B




